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ABSTRACT

In this paper, the authors propose a method of customizing automatic speech recognition models using editable term lists to
increase recognition accuracy for phrases registered at the discretion of the user. The proposed method adds a text encoder and
cross-attention layer to the conventional Connectionist Temporal Classification/Attention-based automatic speech recognition
model to detect registered terms in speech signals. To increase registered term recognition accuracy, the authors propose an
inference algorithm that integrates the probability of detected registered words and Connectionist Temporal Classification.
Results of their evaluation using the in-house Japanese-language dataset and the English-language Librispeech corpus showed
that using the proposed method lowered the character error rate and the word error rate for registered terms.

1. Introduction

The development of deep learning has helped to
advance automatic speech recognition technology. In
particular, in recent years, end-to-end automatic speech
recognition (E2E-ASR) models, a method that estimates
text sequences directly from speech input, have achieved
great increases in performance'”. These dramatic increases
in performance have led to the incorporation of ASR into
many applications, including smart speakers, car navigation
systems, meeting minutes transcription systems, and the
Honda Communication Assistance System" .

E2E-ASR uses a single neural network to convert
input speech signals directly into a text sequence, unlike
conventional systems that include multiple components such
as an acoustic model, lexicon, and language model. Neural
networks are optimized using deep learning to mitigate
error accumulation between components in conventional
systems. A typical ASR model comprises an encoder that
encodes the input speech and a decoder that converts the
encoded speech features into a text sequence. Previously,
various decoders have been proposed, such as Connectionist
Temporal Classification (CTC)™® ®, Recurrent Neural
Network Transducer® 7, and attention mechanism®"
®. Hybrid systems combining these methods have also
been proposed"” 'Y, among which CTC/Attention-based
E2E-ASR is one of widely used methods due to its high
performance"”.

The performance of ASR using deep learning, however,
tends to be highly dependent on the training data, making

' Honda Research Institute Japan Co., Ltd.

it a challenge to correctly recognize words and phrases that
rarely appear in the training data. For example, technical
terms and personal names are often incorrectly recognized
because they rarely appear in training data. However, such
words may be important keywords for certain users, and
their misrecognition may greatly reduce user satisfaction. It
is possible to enhance recognition performance by collecting
training data that includes such words and retraining the
neural network. However, frequent retraining is not possible
because human resources and high-performance GPU
servers are required for collecting training data, annotating,
and training neural networks. Therefore, a retraining-free
ASR model customization method is needed.

Other research has approached this need by proposing
customization methods that can register any word"*"
9 These methods add a cross-attention layer” to the
decoder, enabling detection of registered terms with any
parts of speech without retraining. Furthermore, to increase
registered term detection accuracy, methods to introduce
auxiliary branches"”"? and auxiliary loss functions in the
cross-attention layer have been proposed"”. These methods,
however, do not explicitly use auxiliary branches or
auxiliary losses during inference, limiting how much their
performance with registered terms can be increased.

2. Aims of the Research

This paper proposes a method to customize E2E-ASR
models utilizing user-editable term lists without retraining.
The proposed method detects registered terms in speech
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signals by adding a text encoder and cross-attention layer
to a CTC/Attention-based E2E-ASR model (Fig. 1)"”,
similar to the conventional customization method"® (Fig. 2).
Unlike the conventional customization method"®, however,
to further increase registered term recognition accuracy, this
paper proposes an inference algorithm that increases the
probability of detected registered terms and integrates the
output probabilities with a CTC decoder. The aims of this
research are as follows.

* Enhance registered term recognition performance by
increasing the probability of registered terms detected
during inference.

* Enhance overall recognition performance by integrating
output probabilities using the CTC decoder during
inference.

* Conduct a detailed analysis of performance with a
Japanese-language dataset.

This paper extends earlier research”®. Specifically,
in respect to the preceding research"”, the researchers
integrated the output probabilities using a CTC decoder
and conducted a new detailed performance analysis with a
Japanese-language dataset.

3. Conventional Model (CTC/Attention Model)

The CTC/Attention model"”, a conventional ASR
model, is shown in Fig. 1. The CTC/Attention model has
an audio encoder, an attention decoder, and a CTC decoder.
The attention decoder and the CTC decoder share an audio
encoder. Given an audio feature sequence X = [xi, ..., x1]
of length L, posterior probability Pa (v | X) and Peie (v | X)
of text sequence y = [y1, ..., ys| of length S are respectively
estimated. The decoders and audio encoder are trained
jointly, and the output probabilities of the two decoders are
integrated during inference. This approach could stabilize
learning and enhance performance during inference. The
following section describes each component in detail.

3.1. Audio Encoder

A conformer is used for the audio encoder”, and
converts the audio feature sequence X to a hidden state
vector H=[hy, ..., ht] € R of length T as follows.

H = AudioEnc(X) (1)
where d is the dimensions of the hidden state vector.

3.2. Attention Decoder

A transformer decoder is used as the attention
decoder'"?. When given the hidden state vector H extracted
by the audio encoder shown in Eq. (1) and the text sequence
V0:5-1 = [Y0, ..., ¥s-1] up to one frame previously, the attention
decoder estimates the posterior probability P(vs | vo:s-1, X) of
the sth token y; as follows.

Pat ()/s ‘ Y0:s—1, X) = AttDecoder ()/O:S*l, H) (2)

By repeating Eq. (2) fors =1, ..., S, the posterior probability
of text sequence y is formulated as follows.

N
Patt(y‘X) = 1_[ Patt (_)/s‘yO:S*I, X) (3)

s=1
Cross entropy loss is introduced to the above.
La = — log Part (v | X) 4)

3.3. CTC Decoder

The CTC decoder comprises one linear layer™ ©. As
Fig. 1 shows, the CTC decoder uses the hidden state vector
H output by the audio encoder to estimate the posterior
probability P (v | X) of text sequence y, as shown below.

Pete ()/ ‘ X) = CTC(H) (5)

The CTC loss shown below is introduced to the above
output.

Lete = — log Petc (y | X) (6)
3.4. Joint Training and Joint Decoding
The CTC/Attention model is optimized to minimize loss
by joint training using the weight A shown below for the
loss function defined in Egs. (4) and (6).
L=(1—-2) Latt + A Letc (7
Additionally, to enhance performance during inference,

the output probabilities of the attention decoder and CTC
decoder are integrated using the weight u shown below.

Attention Py 0 J:O:x-p X)

decoder /-

i
Py 01 X)
CTC
decoder =
Linear
Linear LayerNorm

~

Audio [ » Cross-attention
encoder | LayerNorm |
Conformer 4LT:
—>0®
block Self-attention
=

ey | [ Embedding |

X yOIs-l

Fig. 1 Overall architecture of CTC/Attention model
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a=(1~-p) cau + foce, (3
Qatt = lOg Pat (y | X), (9)
Olctc = log Petc ()/ | X), (10)

where a, dai, and o are the respective output probabilities
of the integration probability, attention decoder, and CTC
decoder.

Conventional CTC/Attention models do not assume
external input such as term lists, so these models cannot be
customized after training, and it is a challenge to accurately
recognize words that do not appear in the training data.

4. Network Structure of the Proposed Model

The overall structure of the proposed model is shown
in Fig. 2. In addition to the conventional CTC/Attention
model, the proposed method has a text encoder for inputting
term lists and adds cross-attention to the attention decoder
(green parts in Fig. 2). The text encoder encodes a list of
terms that can be edited at the discretion of the user, and the
cross-attention layer detects registered terms in the input
speech.

When given an audio feature sequence X and a term
list B = {bo, b1, ..., bn}, the extended attention decoder
estimates the posterior probability Pext (v | X, B) of a text
sequence y of length S and the posterior probability Pidx (n
| X, B) of index n = [ny, ..., ns] of the detected registered
terms (Fig. 2). The following section discusses each
additional component.

4.1. Text Encoder
(12)

A transformer encoder is used as the text encoder' .
The transformer encoder consists of an embedding layer,

Py 0] yo.-0. X B)

Extended
attention Pigx (N5 | Yoo X, B)
decoder 3
Linear I
m B m B
P 71 X) LayerNorm ’lliufg’s(/;)lll;lase Ii);'lde]; prd'f)abillgiy
decoder Cross-attention
Linear LayerNorm Text
— U [ Mean pooling | X
. " [ encoder
Audio Cross-attention
encoder LayerNorm Transformer
block
Conformer 5
Bl Self-attention Embedding
LayerNorm b
0:no-bias
: b
o Embedding 2:Civie
YVoiso1 B= {b(), b], bN} N:A;'L'or'zl

Fig. 2 Overall architecture of proposed method

a transformer block, a mean pooling layer, and an editable
term list B = {bo, b1, ..., by}. by denotes the text sequence
of the Nth registered term (e.g. [morning, assembly]). bo
is a dummy word used when there is no registered term in
the speech signal. The term list B is input to the embedding
layer and transformer block and converted into a token-by-
token feature sequence G € R™™"*™*? a5 shown below.

G = Transformer(Embedding(B)) (11)

Imax 1s the maximum length of a word in the term list (e.g.
Imax = 2 if [morning, assembly] is the maximum length). It
is then converted into a feature ¥ =[vo, - - -, vw] € R"”
4 representing the features of the whole word using the
mean pooling layer.

V' = MeanPool(G) (12)

4.2. Extended Attention Decoder

The extended attention decoder uses the hidden state
vectors H and V extracted by the audio encoder and text
encoder shown in Egs. (1) and (12) to estimate the posterior
probability Pex: (v | X, B) of the text sequence and the index
probability Piax (1 | X, B) of the detected registered term"?.

4.2.1. Text sequence probability

When given the hidden state vectors H and V extracted
by the audio encoder and text encoder shown in Egs. (1) and
(12), and the text sequence yo.s-1 up to one frame previously,
the decoder estimates the sth token y; as follows.

Pext (vs | yos-1, X, B) = ExtDecoder(yos—1, H, V') (13)

By repeating Eq. (13) for s = 1, ..., S, the posterior
probability of text sequence y is formulated as follows.

N
Pext(y‘X,B)znpext()/s‘yO:s*I,X,B) (14)

s=1
Cross entropy loss is introduced to the above.
Lext:_log Pext(_y ‘X, B) (15)

4.2.2. Registered term index probability

Writing the input and output of the cross-attention layer
of Fig. 2 as U and U, respectively, the cross-attention layer
is defined as follows.

LN(U)VT

U'= Softmax | —————
(5

)V+ U (16)

The term Softmax in Eq. (16) is the inner product of the
input feature sequence U = [uy, ..., us] and the term list
feature sequence V' = [y, ..., vy, so it indicates their degree
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of similarity; that is, it can be interpreted as the probability
of the index sequence n = [ni, ..., n,] of registered terms in
the input speech, as shown below.

(7

LNO)VT”
Pidx(n | X, B) = Softmax (&)

Vd

The index with the highest probability is a registered term
contained in the speech. For example, if two words (1:
morning assembly, 2: PR) are registered in the term list and
the utterance y = [do PR at morning assembly] is spoken,
the index sequence of registered terms (rn = [0, 2, 0, 1, 1].
n = 0 [no-phrase]) is used for tokens that are not registered
terms. Registered term index loss using cross entropy is
introduced to the above output.

Liax = — log Pisx (n | X, B) (18)

5. Model Training and Inference Methods

5.1. Training Method

The proposed method is optimized to minimize the loss
by multi-task learning using the weights A and y shown
below for the loss function defined in Egs. (6), (15), and (17).

L=(1=2) Lex+ A Lete + v Lia (19)

During training, any word can be registered to the
term list during inference, whereas a term list is randomly
created from ground truth for each batch during training.
This random selection is intended to allow the model to
accommodate a wide range of words and phrases.

5.2. Inference Algorithm
To further enhance recognition performance, this paper
proposes a new inference algorithm. Specifically, for the

posterior probability Pex: (v | X, B) of text sequence y

estimated by the extended attention decoder, (1) the index

probabilities Pidx (7 | X, B) of registered terms are integrated

(red part of Fig. 3), and (2) the output probabilities by

the CTC decoder are integrated (blue part of Fig. 3). The

proposed algorithm is shown in Fig. 3.

(1) First, the extended attention decoder calculates the
probability acx¢ of each sth token based on Eq. (4)
(line 5). Next, the sth registered term index ny is
estimated using Eq. (8) and the argmax function
(line 6). If a registered term is detected (ns; # 0), the
output probability of the tokens in the registered
term is increased based on the weight aponus (line 9).
For example, if the detected registered term is b, =
[morning, assembly], the output probability of the
tokens [morning] and [assembly] is increased.

(2) Then, the output probability oc of the CTC decoder
is calculated using CTC prefix scoring"”. However,

since term list B is not input to the CTC decoder (Fig.
2), the probability of registered terms is not calculated.
In other words, only if no registered terms are detected
(ns = 0), output probabilities are integrated using the
weight x4 (line 16).

6. Evaluation Experiment

6.1. Experimental Conditions

The input audio feature X is an 80-dimensional mel
filter bank with a window length of 512 samples. A mel
filter bank represents a time-frequency characteristic using a
mel scale that is modeled on human auditory characteristics.
The audio encoder consists of two convolutional layers, a
256-dimensional linear projection layer, and 12 conformer
blocks. The text encoder includes an embedding layer and
six transformer blocks and has a mean pooling layer in the
final layer. The extended attention decoder comprises an
embedding layer, six transformer blocks, and a linear layer.
The CTC decoder consists of one linear layer. The weights 4
and y during training as shown in Eq. (19) were respectively
set to 0.3 and 1.0. The parameters aponus and x4 during
inference, as described in Section 5.2, were respectively set
to 1.0 and 0.3.

An in-house dataset (Japanese) and the Librispeech-100
corpus (English)"® were used for evaluation. The in-
house dataset consists of 93 hours of in-house speech
data including meeting and morning assembly scenarios,

Algorithm 1 Decoding algorithm
1: hyps = {<sos>:1.0}; end hyps = {};
2: for s =1 to maxlen do
3:  exthyps={}
for I € hyps do

4
S aext:k)g Pext (yslyl:sfl’Xa B)
6: ng— Argmax(P (ng | y,.c, X, B))
7: if n, # 0 then
8: for token € b, do
9: aext[tOken] Wy [token] + Dponus
10: end for
11: end if
12: fOI' Vs € Top'kbeam(aext) do
13: Add [ = @ y, and the score a, to ext hyps
14: a ., = CTCPrefixScore(l, H)
15: if i, = 0 then (“no-bias™)
16: ext_hyps[I] = pag + (1 =) @
17: else
18: ext_hyps[i] =y
19: end if
20: if y, = <eos> or len(! ) = maxlen then
21: Add I to end_hyps
22: end if
23: end for
24:  end for
25: hyps = Top-k(ext hyps)
26: end for

27: return Top-1(end hyps)

Fig. 3 Joint decoding algorithm
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the Corpus of Spontaneous Japanese”, and a database

developed by the Advanced Telecommunications Research
Institute International®. The proposed method was
evaluated based on character error rate (CER), CER for
registered terms (B-CER), and CER for other (U-CER).
The objective of the proposed method is to increase B-CER
while minimizing the increase in U-CER and overall CER.
With Librispeech-100, word error rate (WER), U-WER, and
B-WER were used.

6.2. Verification with Japanese Dataset

Table 1 shows the evaluation results when N = 203
words or phrases are registered in the term list. The
baseline was a conventional non-customizable CTC/
Attention model"” (A1). Results were also compared with
conventional customization methods"”” " (B1, 2). Unlike
the proposed method, these methods do not explicitly
use the probability of registered terms detected during
inference. For the proposed method, the researchers also
tested the impact of excluding the inference algorithms
(registered term index probability integration and
probability integration by CTC decoder) described in
Section 5.2. (C2, 3).

First, the proposed method was compared with the
baseline and conventional customization methods (A1, BI,
and B2 vs. Cl). C1 decreased B-CER (CER for registered
terms) by 11.71 points compared to baseline, although
U-CER (CER for other than registered terms) increased
by 0.06 points. As a result, overall CER decreased by 1.40
points. The proposed method also showed a decrease in both
overall CER and B-CER over conventional customization
methods"*" @,

Next, this paper discusses the impact of excluding
registered term index probability integration and probability
integration by CTC decoder. As shown in C2 and C3,
excluding registered term index probability integration
increased the B-CER by 1.96 points, and excluding
probability integration by CTC decoder increased the
U-CER by 0.97 points. This confirmed that their exclusion
is effective for enhancing recognition performance for
respective registered terms and other words.

6.2.1. Performance analysis

Registered terms were then classified into words written
in katakana, the alphabet (such as acronyms written with the
alphabet), kanji, and English, and the recognition accuracy
was analyzed. Words written with multiple character types
were classified according to the type of character they
used the most. For example, “CFD &% » was categorized
as written with the alphabet, because it uses mostly
alphabetical characters. Words in the alphabet category are
those pronounced as readings of the alphabetic characters,
such as “PR,” whereas words in the English category are
those pronounced otherwise, such as “sketch.”

Table 2 and Fig. 4 show the recognition accuracy for
each category of registered terms, as well as examples of

Table 1 Experimental results on in-house dataset
D Model CER [ U-CER [ BCER
A1 | Baseline 9.85 8.17 21.86
B1 | NEA-ASR [21] 9.75 | 8.11 21.90
B2 | Intermediate DB [15] 9.28 8.23 16.93
C1 | Proposed method 8.45 8.23 10.15
C2 | C1 w/o index probability 8.65 8.19 12.11
C3 | C2 w/o CTC integration 9.78 9.16 14.54

Table 2 Performance analysis on in-house dataset

Accuracy
Class [%]

Katakana 86

Examples

TxAn, V77 Ar

Alphabet| 84 | CFD, PR
Kanji 64 | HEFE, JER
English 29 SKETCH, CASCADE

typical inference results. In inference results examples 1
to 3, the registered terms were correctly recognized by the
proposed method, while in example 4, the registered term
was not correctly recognized. Table 2 shows that for words
where each character and its pronunciation are uniquely
determined, such as in the katakana and alphabet categories,
the recognition accuracy was over 80%, whereas the
recognition accuracy for the English category was clearly
low, just 29%. In particular, the recognition accuracy of
English words like “sketch” and “cascade,” which are
commonly written in katakana, was far lower.

This can be attributed to the fact that the words
registered during training were selected at random. The
cross-attention layer added to the text encoder and the
extended attention decoder in the proposed method (C1) is
trained to detect the pronunciation of registered words from
the input speech. This may have resulted in insufficient
training for words with uncommon combinations of spelling
and pronunciation.

Reference: —FZDO R 7L AR - THEE
1. Baseline: —BDH I — T — RZoTEHEE
Proposed (C1) : —&D v 7 [ZEJ7E - CTHIZ

Reference: TR OB
2. Baseline: AU &R DBk
Proposed (C1): &4 & i%'J@ﬂ&bﬁ%@

Reference: v ARG fﬁﬁ@& ZICE |- T
3. Baseline: FEZHIG D & ZITH—HB]-> T
Proposed (C1) : JES| Bl #HiD & & ’/H/% 511> T
Reference: SKETCH £— R& BT
4. Baseline: ATy f — RZ&BHWT
Proposed (C1): A7 v FE— RZ&BHWT

Boldface: Registered phrase
Red: Incorrectly recognized characters
Blue: Correctly recognized characters

Fig. 4 Typical inference results
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6.2.2. Scalability verification

In actual use cases, the number of words registered to
a term list tends to increase unless users explicitly delete
registered terms. Figure 5 shows the effect of term list size
on B-CER (CER for registered words). In this experiment,
we compared B-CERs when no words were registered to
the term list (N = 0), when words appropriate to the use case
were registered (N = 203), and when unnecessary words
were added (N = 500 to 2000).

When no words were registered to the term list (N = 0),
there was no decrease in B-CER, whereas when appropriate
words were registered (V= 203), B-CER decreased. As the
number of words unnecessary for the use case in question
increased, the B-CER gradually increased (N = 500 to
2000). It was confirmed, however, that the proposed method
is robust to increases in term list size, since it maintained a
sufficient decrease effect in B-CER compared to the case
where no words are registered to the term list (N = 0).

6.3. Verification with English Dataset

Next, the researchers evaluated a case of N =
100 words registered in a term list as an English
dataset (Librispeech-100), since English has different
characteristics from Japanese. Since Japanese is an
ideographic language and English is a phonetic language,
it is important to evaluate languages like these that have
different characteristics. Table 3 shows the effectiveness
of the proposed method, registered term index probability
integration, and probability integration by CTC. A similar
trend was observed for the English evaluation results for
Japanese. The proposed method decreased the B-CER and
thus decreased the overall WER compared to the baseline
(Al vs. Cl). The B-WER and U-WER decreased when
registered term index probability integration and probability
integration by CTC decoder were excluded, thus confirming
the effectiveness of these methods in enhancing the
recognition performance in each case (C1 vs. C2, 3).

Additionally, Fig. 6 shows the registered term index
probabilities estimated by the cross-attention layer based
on Eq. (8). The horizontal axis shows the input speech
utterances, and the vertical axis shows the registered words.

24
22
20
18 \
16 \\
14

B-CER [%]

10
0 500 1000 1500 2000
Number of registered phrases

Fig. 5 Robustness to term list size

Table 3 Experimental results on Librispeech-100 h

WER | U-WER | B-WER

ID Model [o/O] [%] [°/o]
A1 | Baseline 8.59 | 5.87 30.71
C1 | Proposed method 5.76 | 4.10 19.30

C2 | C1 w/o index probability | 6.49 4.83 19.98
C3 | C2 w/o CTC integration | 7.53 5.27 25.92

These utterances included the registered words “legality”
and “legislature.” Figure 6 confirms that the proposed
method can accurately detect registered words from the
input speech.

The above confirmed that the proposed method is
effective for languages with different characteristics (e.g.
Japanese and English).

westport 1.0

pro

legislature

legality 0.5

enforce

auditors

no-phrase 0.0
maintained the legality of the legislature and his

Fig. 6 Registered phrase detection

7. Conclusion

In this paper, the authors propose a method of
customizing E2E-ASR models using editable term lists
to increase recognition accuracy for phrases registered
at the discretion of the user. In the proposed method,
a text encoder and cross-attention layer are added to a
conventional CTC/Attention-based E2E-ASR model to
detect registered terms in speech signals. Additionally, to
further increase registered term recognition accuracy, this
paper proposes an inference algorithm that increases the
probability of detected registered terms and uses probability
integration with a CTC decoder. Results of an evaluation
using an in-house dataset (Japanese) and the Librispeech
corpus (English) demonstrated that the proposed method
lowered the character error rate and the word error rate for
registered terms.
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